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Introduction

The extreme value analysis in waveclimate.com estimates the distribution function (probability of non-exceedance, with probability interpreted as fraction of time) to data of significant wave height or wind speed from either satellite radar altimeter or a hindcast model. The estimate is a parametric function allowing extrapolation to values with small probabilities of exceedance. 

Distribution function

The distribution function fitted to the data is a “conditional Weibull distribution function for threshold exceedances”. A variable x has a Weibull distribution function if 
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with σ a scale parameter (same units as x) and α a shape parameter.  The conditional probability of exceedance of a given that the threshold ω is exceeded is then:
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We use (2) in waveclimate.com with
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set equal to the fraction of samples exceeding the threshold ω. Model (2) is a normal Weibull distribution function multiplied by a threshold-dependent factor. This implies that generally 
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This is no problem, as we do not expect the Weibull distribution function to match the sample distribution function at low values; we only use it to match the tail. The distribution function (2) has an important property: if it holds for a threshold ω, then it holds also for arbitrary thresholds higher than ω. This makes it suitable for extreme value analysis as will be shown in the next paragraph.

The choice of the Weibull distribution is based on research for the Dutch government, showing that it gives more stable (less variable) estimates then the Generalised Pareto distribution (GPD), normally associated with the Peak Over Threshold (POT) method. Also theoretically, there is no good reason to prefer the GPD. Its identification as a limiting family of distribution function is associated with a very wide class of distribution functions, of which only a small subclass (the ones with the exponential distribution as its limit) are relevant to extremes of oceanographic and meteorological parameters. So the GPD family is too broad for use in that context. Weibull distributions are closely related to exponential distributions (their limit is the exponential; some power of a Weibull-distributed variable has the exponential distribution).

Estimation

Given a threshold ω (normally set by the user), we match the distribution function (2) to the samples exceeding the threshold by 

fixing 
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to the fraction of samples exceeding the threshold, and 

estimating the parameters σ and α by the maximum likelihood method, which maximises the (log of the) joint probability density of the observations under the assumptions that they are realisations of mutually independent variables with distribution function (2).

Optionally, the user can fix the shape parameter α; by default, it is estimated jointly with the scale parameter. In the open ocean in mid latitudes, usually α is about 1 for significant wave height and about 2 for wind speed (these are the so called "typical" values which can be chosen). The default "estimated" shape parameter normally leads to the best fits. Sometimes this does not work well if one is forced to use a high threshold and therefore few samples (e.g. if the "tail" of the probability distribution is very different from the probability distribution which fits the bulk of the data best).

The examples on the next page show some conditional Weibull-fits to wind speed data from satellite scatterometer and buoy (details like the “return period” axis and confidence interval are explained below).
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The most delicate aspect of the procedure is the choice of the threshold, which can have a large effect on the estimates. By default, the 25% highest sample values are used. This default choice leads to a small "random" error in the estimates (a quarter of all samples is quite a lot for extreme value analysis), but the bias may be high if the high "tail" of the probability distribution differs much from the probability distribution which fits the bulk of the data best. 

To facilitate the choice of a proper threshold, we therefore offer the possibility to estimate a fractile (the value with a given probability of exceedance) over a wide range of thresholds, to examine the sensitivity for the threshold. The rationale for this is as follows.

As noted earlier, the distribution function (2) has the property that if it holds for a threshold ω, it holds also for arbitrary thresholds higher than ω. This implies that if the distribution function matches (2) reasonably well in the tail, we can expect that fits of the parameters σ and α as well as estimated fractiles will become insensitive to the exact value of the chosen threshold (provided that enough samples are available to get accurate estimates). However, in reality, the number of available samples is fixed, so increasing the threshold will decrease the number of samples, and random fluctuations in the estimates will grow  (see also under “Confidence intervals” below). Choosing a threshold therefore requires making a trade-off between bias (possibly poor fit to Weibull at lower thresholds) and variance (too few samples at higher thresholds). The best choice of a threshold is normally in-between, where one finds reasonably stable fractile estimates as a function of threshold.

Tropical storms

Complications arise in areas where tropical storms or squalls occur, because the distribution function is a mixture of a “short tailed” distribution function associated with a benign climate and (in the lower range of probabilities) a “long-tailed” distribution function associated with tropical storms.  Including data not associated with tropical storms in the analysis can give a completely wrong picture of the climate of extremes. The threshold should be chosen above the transition from “normal” to “tropical storm” climate. In fact, the datasets in waveclimate.com, based on 18 years of satellite altimetry and 13 years of hindcast data, are not suitable for tropical storm analysis. Therefore warnings are issued in regions where tropical storms are known to occur. In these situations, ARGOSS can provide analyses of the tropical storm climate based on a quality-checked global dataset of tracks and intensities extending back to 1949 or even further, combined with a simple parametric model of the wind field and associated significant wave height in a tropical storm. These analyses use the same extreme value methods as described in this document, combined with some spatial averaging of estimates over an area surrounding the site of interest.

Return periods

Basically waveclimate.com only provides the probability of exceedance P of a level, which is the fractions of time that this occurs. However, for practial purposes, one usually needs to know the frequency of exceedance μ of a level (no. of up-crossings per year), or the return period, which is 1/ μ. 

Given the mean duration τ of an excursion above a level, we can compute the frequency of exceedance μ from the known probability of exceedance P using the relationship
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From satellite data, we cannot determine mean durations of excursions above levels, so we need to assume a mean duration in order to compute a frequency (or return period). The mean duration can be entered by the user. A lower value of the retun period gives a more conservative answer. Normally, the computed return periods (or the values of wind speed or wave height corresponding to a particular return period) are not very sensitive to the choice of mean duration. 

With the 3-hourly hindcast model data, we could in fact estimate frequencies of exceedance directly from data by counting up-crossings, but this has not been implemented. Approximating frequencies based on probabilities and an assumed mean duration is fairly simple and robust. Some design criteria are actually based on probabilities of exceedance (e.g. 6 hours in 100 years is sometimes used for breakwater design). 

Waveclimate.com's default value for the mean duration τ of an excursion above a level is 3 hours, so a 100-year return period corresponds by default to a fraction of time of  3 hours per 100 years. For significant wave height, this is a fairly conservative choice.

Confidence intervals

Confidence intervals of estimated fractiles give an idea of the accuracy. The main source of uncertainty in extreme value analyses is usually the small number of (independent) observations. To estimate this uncertainty, a so-called bootstrap method is implemented. It generates several new data sets by randomly re-sampling the observations with replacement. Each re-sampled data set is as large as the original. Because each observation is allowed to be selected more than once (or not at all), the re-sampled data sets will generally differ from each other and from the original. As an extra constraint, each observation is required to be selected an equal number of times (over all re-sampled data sets). A Weibull distribution function is fitted to each data set and used to  compute fractiles. The variance in these fractiles is the bootstrap estimate of the variance of the fractile estimate from the original dataset. In the plots, the 90% confidence region (based on the assumption of a Normal distribution of errors in fractiles) is shaded orange (so there is a probability of 5% above, and 5% below the orange interval).

With satellite observations, the data collected in a small region in a single pass of the satellite are highly correlated. To account for this, we treat all observations during one pass as a single entity. Hence the generated bootstrap data sets consist of random selections of passes, rather than random selections of single observations. 

Some guidelines

In general, you can use the following guidelines if you want to deviate from the defaults:

· Try "fractile estimate" first to estimate the wave height or wind speed exceeded on average during a specified fraction of time, for example 3 hours per 100 years for the entire range of possibly suitable thresholds. Preferably, estimate the shape parameter (don't fix it yet). 

· The resulting curve (estimate of the 100 year value as a function of threshold) gives you an idea of  where to fix the threshold for your final estimate, and also gives you an idea of the uncertainty in the quantile estimate. Try to avoid thresholds in a range where you see a strong trend in the fractile; such a trend indicates that the shape of the underlying probability distribution varies strongly. Normally, one chooses the  threshold above the range where such a trend is observed.

· If in this range, the fractile appears to oscillate and/or the confidence interval  is wide, the random error in the fracile estimate is probably large. Fixing the shape parameter to a suitable value may reduce this random error. However, the reduction in variance may be at the expense of introducing more bias! You can  check your choice of the shape parameter by computing a fractile estimate with the shape parameter fixed at the chosen value; if your choice is good, you should not see a large trend in the fractile as a function of threshold.

· You may also want be be "conservative" in your choice of threshold by choosing a value in a range which gives relatively high fractiles. 

· After fixing a threshold (and possibly also a shape parameter), you may use the "fitted curve" option to estimate a single probability distribution from which you can obtain fractiles for all probabilities of exceedance (or return periods).

· It is recommended to report the procedures followed, the choices made, and the motivation for these choices, intermediate results and results of alternative choices, in addition to the final result. 

· Be aware that in some places, the climate of extremes (corresponding to small probabilities of exceedance or large return periods) may be VERY different from the normal climate, due to the infrequent occurrence of storms or squalls! Make sure that you know about the occurrence of such phenomena in the area you are investigating from other (local) sources, and make sure that these are sufficiently represented in the data set you are analysing and in the results.

· The outcomes of an extreme value analysis can be very sensitive to choices made by the analyst. If substantial interests are at stake, make sure that the analysis is performed  by an expert in this field who has the required background knowledge as well as a lot of practical experience. Waveclimate.com only offers a tool for making an extreme value analysis, as well as datasets on which to apply this tool. Whether you use default settings or other values, we cannot give any guarantee that the results are correct, valid or reliable in a particular case. 

ARGOSS
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